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p(y | fx) = σ(yfx) =
1

1+ e−fx
p(f) = GP(f; 0, k)

Today:
▶ Connection to the Support Vector Machine
▶ Beyond the logistic link function: Generalized Linear Models
▶ Laplace approximations for Bayesian Deep Learning
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Training Points are not Uniformly Informative
within-class points have little influence

▶ Recall σ(x) = 1
1+e−x with dσ(x)

dx = σ(x)(1− σ(x))
Note that, at extremum

∇ log p(fX | y) =
n∑

i=1

∇ logσ(yifxi)− K−1
XX (fX − mX) = 0

K−1
XX (fX − mX) =

n∑
i=1

∇ logσ(yifxi) = ∇ log p(y | fX) = r

⇒ Eq(fx) = mx + kxXK−1
XX (f̂X − mX) = mx + kxXr

▶ So xi with |fi| ≫ 1, where∇ log p(yi | fi) ≈ 0,
contribute almost nothing to Eq(fx).

▶ The xi with |fi| < 1 are “support points”
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The Support Vector Machine
a powerful computational trick, with probabilistic caveats [Boser, Guyon & Vapnik, 1992, Schölkopf et al., 1997]

− log p(fX | y) =
∑

i

− logσ(yifi) + ∥fX∥2KXX

=
∑

i

ℓ(yi; fi) + ∥fX∥2KXX

▶ ℓ(yi; fi) = [1− yifi]+ — the Hinge Loss, yields
the Support Vector Machine (SVM)

▶ Unfortunately, this is not a log likelihood
[Seeger, 2000]

exp(ℓ(yi; fi)) + exp(ℓ(−yi; fi))
= exp(ℓ(fi)) + exp(ℓ(−fi)) ̸= const.
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The SVM is a (further) computational simplification to logistic regression.
Unfortunately, it is not associated with (natural) predictive uncertainty.

Probabilistic ML — P. Hennig, SS 2021 — Lecture 14: Generalized Linear Models — © Philipp Hennig, 2021 CC BY-NC-SA 3.0 4

https://youtu.be/V93pFwd4fiI?list=PL05umP7R6ij1tHaOFY96m5uX3J21a6yNd&t=971


The Support Vector Machine
a powerful computational trick, with probabilistic caveats [Boser, Guyon & Vapnik, 1992, Schölkopf et al., 1997]
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▶ Unfortunately, this is not a log likelihood
[Seeger, 2000]
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The SVM is a (further) computational simplification to logistic regression.
Unfortunately, it is not associated with (natural) predictive uncertainty.
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Support Vector Machines
▶ arise from empirical losses that are flat (zero gradient) “within” the classes
▶ they can be thought of as a certain limit of logistic regression
▶ unfortunately, this particular limit loses the probabilistic interpretation
▶ but there are good theoretical guarantees for the point estimate!

SVMs are an example of a machine learning algorithm without a proper probabilistic interpretation. Note
that, nevertheless, the probabilistic view can help with intuition for the statistical interpretation.

further reading: Rasmussen & Williams, 2006, §6.4.1
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Multi-Class Classification
Extending the Laplace Approximation

▶ What if we have C class labels [c1, . . . , cC]?
▶ Generative Model:

▶ use C outputs of the latent function. So at the n locations, the latent variables are

fX = [f(1)1 , . . . , f(1)n , f(2)1 , . . . , f(2)n , . . . , f(C)1 , . . . , f(C)n ]

▶ At location xi, generate probabilities for each class by taking the softmax

p(y(c)i | fi) = π
(c)
i =

exp(f(c)i )∑C
c̃=1 exp(f

(̃c)
i )

The remaining derivations are analogous to the binary case.
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Generalized Linear Models
Choose your link function

Definition (Generalized Linear Model)

(For our purposes,) a generalized linear model (GLM) is a probabilistic regression model for a function f
with a Gaussian process prior p(f) and a non-Gaussian likelihood p(y | fx). Note the distinction to a
general linear model (GP prior and likelihood, with non-linear kernel k)
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The Laplace Approximation
brief reminder

p(x) ≈ q(x) = N (x; x∗ := arg max p,Ψ := −(∇∇ log p(x∗))−1)
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The Laplace Approximation
brief reminder
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The Laplace Approximation
brief reminder

p(x) ≈ q(x) = N (x; x∗ := arg max p,Ψ := −(∇∇ log p(x∗))−1)
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The Laplace Approximation
brief reminder

p(x) ≈ q(x) = N (x; x∗ := arg max p,Ψ := −(∇∇ log p(x∗))−1)
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The Laplace Approximation
brief reminder

p(x) ≈ q(x) = N (x; x∗ := arg max p,Ψ := −(∇∇ log p(x∗))−1)
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Laplace
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A recent example
count data data: Robert Koch Institut, 22 May 2020
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p(y | fT) = N (y; fT, σ2I) p(f) = GP(f; 0, k)
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A recent example
count data data: Robert Koch Institut, 22 May 2020
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p(y | fT) = N (y; exp(fT), σ2I) ≈ q(y | fT) = N (log y; fT, σ2 diag(1/y2)) because
∂ log p(y | fT)

∂fT

∣∣∣∣
fT=f̂T

= 0 ⇒ f̂T = log y and
∂2 log p(y | fT)

∂2fT

∣∣∣∣
ft=f̂T

= − y2

σ2
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Generalized Linear Models
▶ extend the idea discussed for classification in the previous lecture to general link functions. That

is, non-Gaussian likelihoods of general form.
▶ a simple (approximate) probabilistic version can be constructed by analogously extending the

Laplace approximation from the previous lecture
▶ note that, for arbitrary link functions, the Laplace approximation may well be quite bad
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How about Bayesian Deep Learning for Classification?
and what about uncertainty on the features?
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Evidence / Marginal Likelihood
For hyperparameter adaptation [Rasmussen & Williams, 2006, §3.4]

p(y | X) =
∫

p(y, f | X) df =
∫

exp (log p(y | f)p(f | X)) df

Laplace: log p(y | f)p(f | X) ≈ log
(
p(y | f̂)p(̂f | X)

)
− 1

2
(f− f̂)⊺(K−1 +W)(f− f̂) = log q(y, f | X)

thus p(y | X) ≈ q(y | X) = exp
(
log
(
p(y | f̂)p(̂f | X)

))∫
exp
(
−1
2
(f− f̂)⊺(K−1 +W)(f− f̂)

)
df

= exp
(
log
(
p(y | f̂)

))
N (̂f;mX, kXX)(2π)n/2|(K−1 +W)−1|1/2

log q(y | X) = log p(y | f)− 1
2
(̂f−mX)

⊺K−1
XX (̂f−mX)−

1
2
log(|K| · |K−1 +W|)

=

n∑
i=1

σ(yifxi)−
1
2
(̂f−mX)

⊺K−1
XX (̂f−mX)−

1
2
log |B|
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Evidence / Marginal Likelihood
For hyperparameter adaptation [Rasmussen & Williams, 2006, §3.4]

1 procedure GP-LOGISTIC-TRAIN(KXX,mX, y)
2 f^mX � initialize

3 while not converged do
4 r^ y+1

2 − σ(f) � = ∇ log p(y | fX), gradient of log likelihood

5 W^ diag(σ(f)⊙ (1− σ(f))) � = −∇∇ log p(y | fX), Hessian of log likelihood

6 R^CHOLESKY(I+W1/2KXXW1/2) � B from previous slide

7 b^W(f−mX) + r
8 a^ b−W1/2R−⊺R−1(W1/2Kb) � a = K−1(K−1 + W)−1b

9 f^ Ka+mX � f ^(K−1 + W)−1((K−1 + W)(f − mX) − K−1(f − mX) + r + mX = f + (W + K−1)−1g

10 end while � The objective is− 1
2 a

⊺(f − mX) +
∑

i logσ(yifi)

11 log q(y | X)^−1/2a⊺(f−mX) +
∑

i logσ(yifi)−
∑

i log Rii � (Cholesky B = R⊺R ⇒ |B| =
∏

i R
2
ii )

12 return f,W, R, r
13 end procedure
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Parametric Form — Last layer Laplace approximation
Towards Bayesian Deep Learning

p(v) = N (v, µ,Σ) p(y | fX) =
n∏

i=1

σ(yifxi) with v ∈ RF, ϕX ∈ Rn×F

log p(v | y) = log p(y | v) + log p(v)− log p(y)

=

n∑
i=1

logσ(yiϕ⊺
xiv)−

1
2
(v− µ)⊺Σ−1(v− µ) + const.

∇ log p(v | y) =
n∑

i=1

∇ logσ(yiϕ⊺
xiv)− Σ−1(v− µ) with

∂ logσ(yiϕ⊺
xiv)

∂vj
= [ϕxi ]j

(
yi + 1

2
− σ(ϕ⊺

xiv)
)

∇∇⊺ log p(v | y) =
n∑

i=1

∇∇⊺ logσ(yiϕ⊺
xiv)− Σ−1 with

∂2 logσ(yiϕ⊺
xiv)

∂va∂vb
= −[ϕxi ]a[ϕxi ]b σ(ϕ

⊺
xiv)(1− σ(ϕ⊺

xiv))︸ ︷︷ ︸
=:wi

=: −(W+Σ−1) = −
(
ϕX diag(w)ϕ⊺

X +Σ−1) ∈ RF×F

still convex minimization / concave maximization! All computationsO(F2n)
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Deep Learning
At least, one kind of it

▶ consider a deep (feedforward) neural network

p(yi | W) =

n∏
i=1

σ(fW(xi)) fW(x) = w⊺
L ϕ(wL−1ϕ(. . . (w1x) . . . ))

▶ standard deep learning amounts to (“type-I”) maximum a-posteriori estimation

W∗ = arg max
W

p(W | y) = arg min
W

−
n∑

i−1

logσ(fW(xi))− log p(W)

= arg min
W

−
n∑

i−1

logσ(fW(xi))− β2∥W∥2 =: arg min
W

J(W)
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A problem with Deep Learning
overconfidence [Hein et al., 2019]. Figure by Agustinus Kristiadi

Theorem (Hein et al. 2019)

Let Rd = ∪R
r=1Qr and f|Qr(x) = Urx+ cr be the piecewise

affine representation of the output of a ReLU network on Qr.
Suppose that Ur does not contain identical rows for all
r = 1, . . . , R, then for almost any x ∈ Rn and any ϵ > 0, there
exists a δ > 0 and a class i ∈ {1, . . . , k} such that it holds
softmax(f(δx), i) ≥ 1− ϵ. Moreover,
limδ _∞ softmax(f(δx), i) = 1.

x1

x 2
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Why be Bayesian in Deep Learning?
Just one of many possible motivations

▶ A strong point estimate doesn’t matter if it’s uncertain
▶ replace p(y = 1 | x) = σ(fW(x)) with the marginal

p(y = 1 | x) =
∫

σ(fW(x)) p(W | y) dW

▶ approximate posterior on W by Laplace as

p(W | y) ≈ N (W;W∗,−(∇∇⊺J(W))−1) =: N (W;W∗,Ψ)

▶ and on f by linearizing with G(x) = dfW∗ (x)
dW as fW(x) ≈ fW∗(x) + G(x)(W−W∗), thus

p(fW(x)) =
∫

p(f | W)p(W) dW ≈ N (f(x); fW∗(x),G(x)ΨG(x)⊺) =: N (f(x);m(x), v(x))

▶ and approximate the marginal (MacKay, 1992) as

p(y = 1 | x) ≈ σ

(
m(x)√

1+ π/8 v(x)

)
.
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Problem solved (asymptotically)!
Kristiadi et al. 2020 https://arxiv.org/abs/2002.10118

Theorem (Kristiadi et al., 2020)

Let fW : Rn _R be a binary ReLU classification network
parametrized by W ∈ Rp with p ≥ n, and letN (W|W∗,Ψ) be
the approximate posterior. Then for any input x ∈ Rn, there
exists an α > 0 such that for any δ ≥ α, the confidence
σ(|z(δx)|) is bounded from above by the limit
limδ _∞ σ(|z(δx)|). Furthermore,

lim
δ _∞

σ(|z(δx)|) ≤ σ

(
|u|

smin (J)
√
π/8λmin(Ψ)

)
,

where u ∈ Rn is a vector depending only on W and the n× p
matrix J := ∂u

∂W

∣∣
W∗ is the Jacobian of u w.r.t. W at W∗.

x1

x 2
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Isn’t Bayesian Deep Learning Costly?
Not necessarily, if you’re willing to approximate

Not if you use
▶ a low-rank approximation of the Hessian
▶ a block-diagonal approximation of the Hessian
▶ the Hessian of the last layer
▶ or even just the diagonal of the Hessian

Code example
BNN_Laplace.ipynb

Using backpack for pytorch, a collection of lightweight extensions for second
order quantities (curvature and variance) available at

http://backpack.pt

F. Dangel, F. Künstner, P. Hennig
BackPACK: Packing more into Backprop
ICLR 2020
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Bayesian Deep Learning via Laplace
not a new idea, but still a good one MacKay, 1992Communicated by John Bridle 

The Evidence Framework Applied to Classification 
Networks 

David J. C. MacKay" 
Computation and Neural Systems, California Institute of Technology, 
Pasadena, C A  91125 U S A  

Three Bayesian ideas are presented for supervised adaptive classifiers. 
First, it is argued that the output of a classifier should be obtained 
by marginalizing over the posterior distribution of the parameters; a 
simple approximation to this integral is proposed and demonstrated. 
This involves a "moderation" of the most probable classifier's outputs, 
and yields improved performance. Second, it is demonstrated that the 
Bayesian framework for model comparison described for regression 
models in MacKay (1992a,b) can also be applied to classification prob- 
lems. This framework successfully chooses the magnitude of weight 
decay terms, and ranks solutions found using different numbers of 
hidden units. Third, an information-based data selection criterion is 
derived and demonstrated within this framework. 

1 Introduction 

A quantitative Bayesian framework has been described for learning of 
mappings in feedforward networks (MacKay 1992a,b). It was demon- 
strated that this "evidence" framework could successfully choose the 
magnitude and type of weight decay terms, and could choose between 
solutions using different numbers of hidden units. The framework also 
gives quantified error bars expressing the uncertainty in the network's 
outputs and its parameters. In MacKay (1992~) information-based objec- 
tive functions for active learning were discussed within the same frame- 
work. 

These three papers concentrated on interpolation (regression) prob- 
lems. Neural networks can also be trained to perform classification 
tasks.' This paper will show that the Bayesian framework for model 
comparison can be applied to these problems too. 

*Current address: Darwin College, Cambridge CB3 9EU, U.K. 
'In regression the target variables are real numbers, assumed to include additive 

errors; in classification the target variables are discrete class labels. 

Neural Computation 4,720-736 (1992) @ 1992 Massachusetts Institute of Technology 

David JC MacKay
1967–2016
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— Summary —
Support Vector Machines
▶ arise if the empirical risk has zero gradient for large values of f (_ hinge-loss)
▶ unfortunately, this does not amount to a log likelihood, so there is no natural probabilistic

interpretation (and thus uncertainty) for the SVM
Generalized Linear Models
▶ extend Gaussian (process) regression to non-Gaussian likelihoods
▶ the Laplace approximation yields a computationally lightweight approximate posterior for such

models. It is better than a point-estimate, but one has to take care to ensure it is working,
especially if the likelihood is not log-concave

Bayesian Deep Learning
▶ deep neural networks can have badly calibrated uncertainty when used as (MAP) point estimates
▶ Laplace approximations can fix this issue
▶ Laplace approximations are not for free, but feasible for many deep models, and easy to

implement
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